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Abstract
Visual perception is essential for a better understanding of the world around us. The
trend towards eye movement analysis in usability research, marketing, biology, and brain
research shows the increasing interest in comprehending the cognitive processes that are
driving visual search behavior. The analysis aims to gain information about the user or
the stimulus by analyzing scanpaths, i.e., sequences of eye movements.
This thesis introduces VecMatch—a new method that uses a viewer’s scanpath to
construct a model, which can be compared with other viewers’ scanpath models. Modern
eye-tracking technology enables researchers to analyze visual perception more easily: The
participants observe a static scene while the eye tracker gathers coordinates that can be
analyzed. In the beginning, VecMatch identifies relevant features and performs temporal
binning to obtain scanpaths of the same length. It discretizes and reshapes the features
to a vector representation of a user that is reduced in dimensionality. Scanpaths are
compared with the cosine similarity measure, which allows classification. There are only
few scanpath analysis techniques, most of which do not regard the sequential order of
the data. VecMatch focuses on all essential aspects of the scanpaths: the position, the
length, the direction, the duration, as well as the sequential order of eye movements.
In two concluding user studies, which include observing works of art, VecMatch is
evaluated against several baseline approaches. It predicts group aﬃliations with an
accuracy of 64.64% for a larger dataset—a result that is significantly (p < 0.01) better
than a random classifier and simple existing approaches. This result demonstrates that
VecMatch oﬀers the possibility to improve existing scanpath comparison techniques.
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Zusammenfassung
Visuelle Wahrnehmung ist essentiell für ein besseres Verständnis der Welt um uns herum.
Der Trend hin zur Analyse von Augenbewegungen in den Bereichen Usability-Forschung,
Marketing, Biologie und Hirnforschung zeigt das wachsende Interesse am Verständnis von
kognitiven Prozessen, die dem visuellen Suchverhalten zugrunde liegen. Die Analyse ist
bestrebt, Informationen über den Nutzer oder den Stimulus zu gewinnen, indem man
den Blickverlauf (Scanpath), also die Sequenzen von Augenbewegungen, untersucht.
Diese Masterarbeit führt VecMatch ein, eine neue Methode, die Blickverläufe von
Betrachtern benutzt, um ein Model zu erstellen, das mit den Blickverlaufsmodellen
anderer Betrachter verglichen werden kann. Moderne Eye-Tracking Techniken erlauben
es Wissenschaftlern in einfacher Weise die visuelle Wahrnehmung zu untersuchen.
Die Teilnehmer betrachten eine statische Szene, während der Eyetracker Koordinaten
aufzeichnet, die untersucht werden können. Am Anfang identifiziert VecMatch relevante
Merkmale und führt eine zeitliche Klasseneinteilung durch, um Blickverläufe der gleichen
Länge zu erhalten. VecMatch diskretisiert die Merkmale und überführt sie in eine
Vektordarstellung eines Nutzers, die nachfolgend in ihrer Dimensionalität reduziert
werden kann. Blickverläufe werden mit dem Kosinus-Ähnlichkeitsmaß verglichen, was
eine Klassifikation ermöglicht. Es gibt nur wenige Analysetechniken für Blickverläufe,
von denen die meisten nicht die sequenzielle Reihenfolge der Daten betrachten. VecMatch
beachtet die essenziellen Aspekte für Blickverläufe: die Position, die Länge, die Richtung,
die Dauer, sowie die sequentielle Reihenfolge der Blickbewegungen.
In einer abschließenden Nutzerstudie, welche die Beobachtung von Kunstwerken
betrachtet, wird VecMatch mit mehreren Baseline-Ansätzen verglichen. Es sagt
Gruppenzugehörigkeiten auf einem größeren Datensatz mit einer Genauigkeit von 64.64%
vorher, ein Ergebnis, das signifikant (p < 0.01) besser als das zufällige Klassifizieren
und die Ergebnisse einfacher existierender Methoden ist. Dieses Ergebnis zeigt auf, dass
VecMatch die Möglichkeit bietet, existierende Vergleichsmethoden zu verbessern.
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1 Introduction into Visual Processes and Research Questions

1 Introduction into Visual Processes and Research Questions
“All perceiving is also thinking, all reasoning is also intuition,
all observation is also invention.” — Rudolf Arnheim1 [Arn54]
Visual search is the way with which we constantly perceive relevant information by the
observation through our eyes. The performance in visual tasks depends on our visual
behavior. For instance, in memorization tasks, behavioral factors, such as the order
of fixations and the scanning speed of the eyes are decisive for the comprehension and
memorization of the stimulus. The analysis of scanpaths, which are sequences of eye
movements, aims to understand visual search behavior and the underlying cognitive
processes. The brain does not only process the perceived information as Arnheim
stated, but also controls the eyes’ movements. The cognitive processes related to visual
perception are studied by employing eye tracking, which is a technique to gather gaze
positions of a user performing visual search.

Visual behavior

The comprehension of the human visual perception is crucial for many applications in
daily life. It fosters learning about cognitive processes in the human mind. There is
a great interest in visual processing and the ability to compare the visual processes
of diﬀerent users. It is desirable to identify visual behaviors that perform well given
a certain task. Assuming we knew that experts scan their environment in a diﬀerent
manner than laymen do, would it be possible to guide the gaze of the laymen, so that
they perceive the same information as the experts do? Do laymen perform better this
way or is their learning process accelerated? An example application is illustrated in a
study in microneurosurgery [EBT+ 12]. The authors found that expert surgeons, due to
their experience, locate the relevant parts of the tissue (e.g., the tumor resection cavity)
much faster. Surgeries are a delicate matter for the patient. Therefore it is desirable to
expedite the learning process of novices as swiftly as possible.

Analyze experts
for novice
training

Eye tracking is also employed in usability research, especially in the areas of
Human-Computer Interaction (HCI), human factors, computer usability, vehicle
simulators, and virtual reality, among others. In [JK03], the authors describe the
progress of eye-tracking technology in HCI until 2003. Eye tracking was seen as a
technology with potential yet not widely used because of certain barriers, such as
technical diﬃculties and the inability of handling large amounts of data, which are
produced by an eye tracker. Nowadays, in contrast, HCI and other areas benefit from
eye-tracking systems that allow real-time analysis due to the technical progress. This
progress also led to an increased interest in eye tracking in the commercial sector, e.g.,
the consumer-goods industry. While traditional web usability techniques have been able
to analyze clicks and scrolling, eye tracking can analyze the users behavior in much more
detail. An eye tracker can be used as an input device—an alternative to the mouse—to

Technical progress
enables eye
tracking

1

Rudolf Arnheim (1904–2007) was a German art theorist and perceptual psychologist.
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1 Introduction into Visual Processes and Research Questions
interact with a computer [Bol90], [Jac91]. Systems can automatically scroll, e.g., when
the user is reading, by analyzing the gaze positions.
There are a great number of studies that analyze diﬀerences between scanpaths, one of
the earliest being [YHR67]. However, few researchers have dealt with automatic scanpath
comparisons, approaching only some of the tasks that the human eye can perform. That
is despite the technical possibilities available nowadays. One example for an automatic
scanpath analysis is [TKK+ 13]. This work studies scanpaths to identify a user’s errors
while driving. In particular, users suﬀering from visual field defects need means of
adjusting for the visual impairment. The users could be given advice on how to improve
the visual processing, ultimately aiming for fewer accidents. Such findings are desirable
for other tasks, as well. Automatic analysis empowers researchers to achieve other
valuable insights. Whether it is the diﬀerence in expertise for microneurosurgeons or
the diﬀerence between visual impairment of drivers, for each application, the diﬀerences
have to be identified, if existing. These questions have not yet been dealt with for many
fields. This work automates the analysis of such diﬀerences in an example application
from art history.

(a) Scanpath of viewer A

(b) Scanpath of viewer B

Figure 1.1: Scanpaths from two viewers looking at the same image. Dots indicate
fixations, and the area of a dot is proportional to the duration of the fixation.
A black square marks the start position.

Research Questions
Figure 1.1 shows the scanpaths of two diﬀerent viewers, illustrating where they look at
in a painting. How similar are they? Can we even predict whether users understand the
painter’s intention? In this thesis, scanpaths are analyzed in an automated fashion and
the following questions are addressed:

2

Automatic
scanpath
comparisons

1 Introduction into Visual Processes and Research Questions
Given their scanpaths, can we distinguish diﬀerent types of viewers?
By observing the visual behavior of two users diﬀers, we can attempt to classify
them. Since the brain controls the movements, the underlying cognitive processes
must be diﬀerent. In the concrete scenario of this paper, we aim to classify art
experts and laymen. If the viewing behavior between these groups diﬀers, we could
assume that art is perceived diﬀerently according to the experience of the viewer.
Can we recognize viewers by their scanpaths?
Consider the following scenario: Diﬀerent users’ scanpaths are initially studied to
learn how each user scans the image. Observing a new scanpath, can we predict
whether it belongs to one of the users? Is it possible to recognize the associated
user based on the similarities to the scanpaths initially observed? In [NS71], the
authors found indications for the hypothesis that users have such an eye-tracking
fingerprint. They showed patterns to users and noted a resemblance between initial
inspection and subsequent representations of this pattern for every user. The thesis
at hand analyzes whether users develop such viewing patterns when observing a
painting. An exemplary application could be as follows: An eye tracker will be
included in many head-mounted consumer devices, such as Google Glass™in the
future. Scanpath analysis would enable the device to recognize the identity of the
wearer.

Contribution
The work at hand uses eye-tracking data to compare groups of users regarding their
visual behavior. The achievements of this thesis are twofold: On the one hand, it
introduces new techniques for scanpath analysis and comparison. On the other hand, it
applies scanpath comparison techniques to a dataset from art history.

Techniques and
applications

We introduce two techniques: StateMatch and VecMatch. The latter takes account
of all the four properties relevant to scanpath comparison according to [DNJ+ 12]:
shape, lengths, directions, positions, and durations of eye movements. Most of this
work’s algorithms have been implemented using MATLAB. It consists of a method to
transform diﬀerent amounts of scanpath coordinates into a vector representation that
can be compared against other scanpaths. We show a useful choice of features and
present one way the parameters can be chosen for the approach to work eﬀectively. We
evaluate existing scanpath comparison techniques with a temporal component, such as
ScanMatch [CMTG10] and compare them to the developed techniques.

Introducing new
techniques

Our eye movements are influenced by several factors: They are highly dependent on the
given task, the stimulus, the physiology of the visual system, and the cognitive processes

Applications in art
history
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in the brain. This work evaluates other potential dependencies. We show that expertise
in the field of art is likely to have an influence on the way users perceive a painting. We
can partly predict the expertise of the user who is looking at a painting. Furthermore,
our culture is shown to have an influence on how we perceive images, e.g., due to our
reading direction. The developed techniques may be applied to other applications that
need to compare two distinct groups of viewers against each other.

Structure of this Thesis
This thesis is organized as follows: Section 2 presents related approaches to give a
more comprehensive view on the field of scanpath analysis and its applications, as
well as to show how this thesis integrates. Section 3 introduces the fundamentals
for scanpath analysis consisting of the data acquisition and the composition of the
features. Subsequently, Section 4 discusses simple approaches that lack considering
the temporal order of scanpaths, also introducing an own technique named StateMatch.
By contrast, Section 5 introduces VecMatch, which is a technique that considers the
temporal information. A detailed description of the technique is presented including all
necessary steps. Section 6 gives an evaluation of the introduced technique by conducting
experiments, using diﬀerent settings. Section 7 discusses opportunities to improve the
techniques in future eﬀorts and Section 8 concludes this thesis.

4
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2 Related Work in Scanpath Analysis
This section addresses related work on scanpaths and eye movements in general. We also
show popular scanpath studies from art history research because this thesis analyzes the
field in particular.

Section
overview

The awareness of eye tracking arose in 1879 when Louis Émile Javal observed that
eye movements during reading are not continuous movements, but rather consist of a
sequence of short quick leaps and stops, which are alternating [Hue08]. The scanpath
is highly dependent on the instructions given to the study participant. Scanpaths show
that the participant’s attention stays on the primary elements of the image [YHR67].
When many of the important elements have been observed by fixating them at least
once, users regress back to elements they have already looked at, instead of observing
secondary elements of the image. Eye movement research postulates that “there is no
appreciable lag between what is fixated and what is processed” [JC80]—a hypothesis
widely relied on in the field.

Early eye
movement
research

There are multiple types of eye movements, and this is the key to understand how the
human vision works. The two most important types are fixations and saccades. A
fixation is the act of maintaining the visual gaze on a specific location. It typically lasts
for 180–275 milliseconds on average during visual search. The eye can only perceive
visual input during a fixation. Saccades, in contrast, are fast movements of both eyes
into a certain direction. During a saccade an eye does not perceive a clear image. A
distinct eye movement pattern consisting of a sequence of fixations and saccades is called
a scanpath (cf. Figure 2.1). This term was coined by [NS71], which describes the scanpath
as an idiosyncratic pattern of the perception of a specific visual stimulus.

Eye movements:
fixations and
saccades

Fixations and saccades are the most noted types of eye movements. In [How82,
Chapter 5 and 6], the authors explain further types of eye movements: Microsaccades are
small movements, which occur involuntarily during fixations. As indicated by their name,
they are similar to saccades, but on a much smaller scale. Smooth Pursuits are used when
the eye follows an object. In this case, the eye moves smoothly, in contrast to the jumpy
movements when using saccades. The vestibo-ocular reflex is an eye movement that
stabilizes images during head movement. It achieves the stabilization by producing an
eye movement in the opposite direction of the head movement. Conjugate eye movements
preserve the angular relationship between the right and left eye. Vergence eye movements
alter the angle between the eyes.

Other types of eye
movements

Driven by the desire to acquire information quickly and accurately, an important field
of interest for eye movement research is reading. In [Ray98], the authors explain that a
lot of work has been published in the field of reading as a specific example for cognitive
processing. In reading, one further type of eye movement is essential: the regression. It
is a saccadic movement, which retreats to a position that was already observed. Speed

Eye movements in
reading
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2 Related Work in Scanpath Analysis

Figure 2.1: The first 30 fixations of an exemplary scanpath are shown. Lines indicate
saccades. Dots indicate fixations, and the area of a dot is proportional to the
duration of the fixation. The square marks the start position of the scanpath.
reading tries to prevent regressions movements within readers’ scanpaths. Regressions
are also important in other areas: [MD02] found that human scanpaths perform a lot
more regressions than machines do when looking at images. In other words: Humans
tend to repeat viewing patterns—an insight that the thesis at hand builds on.

2.1 Scanpath Analysis and Comparison
In [NS71], the authors investigate the occurrence of patterns in scanpaths. They found
a striking resemblance between the scanpaths that originated from the initial inspection
of an image and its subsequent representations. This leads to the following assumption:
Initial inspection of an image can be understood as a learning phase, where a sequence
of eye movements is created. In subsequent representations of the image, it is scanned
in the same sequence of eye movements.

Initial and
subsequent
representations
resemble

In [SE81], a probabilistic approach is presented. A transition matrix is used to capture
starting and landing positions of saccadic movements. The image area is subdivided into
25 regions of interest (ROIs). From all the consecutive pairs of fixations, a transition
matrix is constructed. Each entry of this matrix contains the probability of a fixation
on a region j, when the previous fixation was on region i. The analysis of the matrix

Detection of
frequent
patterns
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2 Related Work in Scanpath Analysis
provides information on the existence of cyclic sequences of fixations. The StateMatch
approach, presented in this thesis, builds on this work, but is more flexible in terms of
regions. It provides further analysis, as well as possibilities to compare scanpaths and
transition matrices.
The concept of [SE81] is used by [PSF95]. However, this work categorizes saccade
directions instead of fixation positions. We investigated the usage of the saccadic
direction in VecMatch, but found that location and distance are more determining
properties for a scanpath characterization. This may vary according to diﬀerent
applications including diﬀerent stimuli.
String-based methods are common to compare scanpaths [BS97]. Scanpaths are
represented as a string of letters, which encodes the sequence of fixated ROIs in the
image. The minimum number of operations (insertion, deletion, and substitution) is
used as a measure of dissimilarity between scanpaths.

String-based
methods

In [WHRK06], the authors attempt to discover similarities in fixation sequences. On
the one hand, this paper also uses string-based methods accomplish the same mission.
It evaluates the performance of diﬀerent distance metrics with respect to scanpath
comparison. On the other hand, it tries to find patterns, short sequences of eye
movements that occur repeatedly.
ScanMatch [CMTG10] is another string-based method, which uses the
Needleman-Wunsch algorithm [NW70] to compare string sequences. This algorithm
originates in the field of bioinformatics, where it used to align protein or nucleotide
sequence. It uses a substitution matrix to encode the similarities between ROIs. We
apply ScanMatch to the datasets at hand and use it as a baseline approach that our
developed techniques can compare against (cf. Section 5).
For the comparison of scanpaths, SubsMatch [KKR] manages to classify viewers
according to their performance in a driving scenario. The technique works well
on dynamic scenes.
It constructs a string representation of a scanpath with
equi-probabilistic data slices for a particular dimension (e.g., saccade distances). The
similarity is defined based on the frequency of subsequences. The sequential order of
fixations is very important, but not dealt with in SubsMatch.

Scanpath
comparison in
dynamic scenes

Sequences of fixations are also used to automatically detect important ROIs in the
image. Traditionally, ROIs in the image are found by applying algorithms from the field
of image processing. In [PS00], the authors compare human-generated ROIs with the
algorithmically generated ROIs.
MultiMatch is a vector-based approach suggesting a combination of various dimensions
for scanpath comparison: shape, location, direction, and distance of eye movements
[JHN10], [DNJ+ 12]. These features are simplified and included in a vector ui . A

7
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2 Related Work in Scanpath Analysis
sequence S k = u1 , u2 , u3 , . . . , un of multiple vectors is used to characterize the k’th
scanpath. The similarity of two scanpaths S1 and S2 is calculated by comparing
each element of S1 against each element of S2 . While this oﬀers the possibility to
detect temporal oﬀsets between scanpaths, it also introduces a high computational
cost (complexity O(n2 )) to compute this cross product, especially for longer sequences.
VecMatch also uses a vector-based approach but encodes the entire sequence into a vector
of size n, i.e., comparisons can be performed in linear time (O(n)).
Attention maps are heat maps, for example, for fixation positions. Each fixation
is assigned to a ROI in the image. Attention maps capture how often a ROI is
visited [CM11]. This method ignores the time dimension, which is a problem that
can be solved by constructing subsequent time windows [HD06]. Attention maps can
be useful as scanpath visualization. An alternative visualization technique is introduced
by [RCE12]. The authors find a way to visualize eye movements of many subjects on a
single screen in a parallel layout.

Attention maps
and
visualization

FuncSim [FCKS11] [FS13] studied viewers performing a high-speed bimanual stacking
task. They found that viewers need fewer fixations after several days of training this
task. While scanpaths are highly dependent on the given task, scanpaths of viewers
performing the same task are similar.

Less fixations
required after
learning

2.2 Art History as an Application for Scanpath Analysis
We already mentioned reading as an important application [Ray98] and discussed
scanpath analysis in other fields, e.g., microneurosurgery [EBT+ 12]. This paper deals
with art history as an application. According to [EBKR10], the analysis potentials
oﬀered by eye movement research and modern eye-tracking technology are rarely used,
although art history might profit from eye movement analysis.

Art history as
application

In [DBDL95], the authors hypothesize that the gaze follows the main structural
composing lines of the image. Contrary to this, in [EBKR10], the authors analyzed
eye movements in historic paintings and found that the saccadic movement leaps back
and forth in the image. However, the saccade often lands close to the composing lines
when looking for a longer time span. Verbally commenting the image produces lengthier
saccades, which focus on the main composition lines. The authors found almost no
diﬀerences between the behavior of art experts and art laymen. Yet, they have an
indication that experts recognize the structure faster, because they tend to follow the
composing lines earlier than laymen do. The thesis at hand also analyzes the existence of
diﬀerences between experts and laymen in art, but takes a broader and more algorithmic
look at potential diﬀerences.

Diﬀerences
between art experts
and laymen

8

2 Related Work in Scanpath Analysis
Instead of only looking at scanpaths, other researchers have employed a facial EMG2
[LGBS13] and found that experts do not show as much emotional reactions to provoking
images as laymen do. In [PNMP+ 13], an EEG3 was used to analyze expertise’ influence
on viewing behavior. Art expertise correlated negatively with the amplitude of ERP
(event-related potential) responses, suggesting an increased neural eﬃciency due to
practice in visual art.
In [BNLR14], the authors found that both liking and interest correlates with the viewing
time. Furthermore, the higher the subjective ambiguity of an image is, the longer
participants look at it. A correlation to expertise was not found by the authors.
The recognized art historian Wölﬄin compares original versions of an image to its
mirrored surrogate [Wöl41]. He argues that many paintings look curious when observing
the mirrored version (for instance, when accidentally flipping it in a diapositive
projector). The strokes, the lines, the diagonals, and certain edges in the image often
complicate the “entrance” to a mirrored image, not intended to be seen mirrored by the
painter. People from the Western world read from left to right, so they also observe an
image starting from the left. This phenomenon is referred to as cultural bias throughout
the work at hand.
In [LKS13], the authors carry out empirical studies to analyze Wölﬄin’s cultural bias
claim. They show original and mirrored versions of images to participants who have
to start looking at the picture from either left or right. Results suggest a diﬀerence in
the order of fixations when seeing the image in a mirrored version. This thesis works
with a subset of the dataset generated by this study and uses the hypothesis about the
existence of a cultural bias as an application for the classification of scanpaths.

2
3

Electromyography (EMG) is a technique for recording electrical activity produced by muscles at rest
and during contraction.
Electroencephalography (EEG) is a technique for the detection of electrical activity along the scalp.
It uses electrodes to sense the communication between brain cells.

9

Diﬀerences
originating to
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3 Data Acquisition and Features Extraction
This section describes the studies carried out to obtain the datasets that build the
foundation for this work. Sections 3.1 and Section 3.2 describe how eye tracking is used
to generate the datasets used in this thesis. Section 3.3 and Section 3.4 describe how
scanpath data is preprocessed before usage. Finally, Section 3.5 shows how semantic
features can be extracted. The entire process is illustrated in Figure 3.1.

Section
overview

Scanpath Analysis!
Eye!
Eye tracking!
tracking!

Data!
sets!

Data
Cleansing!

Classification
of eye
movements!

Feature!
Extraction!

Feature!
data!

Figure 3.1: After recording scanpath coordinates with an eye tracker, several processing
steps have to be performed, which are explained in this section, aiming to
obtain feature values as a result.

3.1 Eye Tracking

Figure 3.2: A viewer is looking at the Tintoretto painting, while an eye-tracking device,
attached at the bottom of the painting, records the viewer’s scanpath.
Eye tracking is a technique used for measuring eye movements—the most important
being fixations, saccades, and regressions as described in Section 2. There are various
techniques for eye tracking: [Hue08] started to build the first eye-attaching tracker,
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which had a direct contact to the eyeball. There are other techniques that measure the
electric potential near the eye with electrodes placed closely. Despite all these eﬀorts,
nowadays, optical tracking is the most commonly used eye-tracking technique. Light,
mostly infrared, is emitted into the user’s eye, where it is reflected. A video camera
records the eye including the reflection. Two optical marks are used to track the eyeball’s
movement: the pupil and the corneal reflection, which is the bright reflection point when
looking at the eye. When the view falls on another point, from the perspective of the
camera, the pupil moves, but the corneal reflection stays in the same location. The
vector between the two locations is used to calculate the gaze position, which requires
initial calibration.
choroid!
ciliary body!
conjunctiva!

retina!

cornea!

sclera!

lens!
pupil!

optic nerve!

iris!

aqueous humor!
vitreous humor!

Figure 3.3: The human eye: Light is allowed to enter and is projected onto the retina,
which can be understood as a panel of light-sensitive cells. The cone cells
and the rod cells in the retina convert the light into neural signals for vision.
Eye-tracking systems are usually calibrated by a 2-, 5- or 9-point-calibration. In the
case of 9-point-calibration, the user looks at 9 points consecutively. They are displayed,
and the user looks at them, while the system records the user’s gaze position. With
the recorded points, a transformation of the coordinates into the screen space can be
conducted, i.e., every new point can be mapped to the correct point in this target
space. After the calibration, the points are displayed again to validate the calculated
transformation.

Calibration

If the user moves less, the calibration is valid for a longer time period, thus yielding
more accurate results without recalibration. The recordings of the eye tracker are
usually written to disc in form of x-y coordinates per eye amongst other parameters
characterizing the recording.

Motion during
recording
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3.2 Study and Datasets
This thesis builds upon two studies. Previous to each study, the researchers had to
define certain conditions, under which scanpaths were acquired. Each participant was
given a specific task according to the study and the group they belonged to. The studies
resulted in two datasets that this thesis analyzes.

Instructions

The first dataset, in this work referred to as art expertise dataset, was kindly provided by
the group4 of Prof. Wolfgang Rosenstiel from the University of Tübingen and the group5
of Prof. Raphael Rosenberg from the University of Vienna. Art historians, as well as
laymen in the field of art were requested to look at a painting for two minutes. The
selected paintings are the “Last Supper”6 and “5.2.1953”7 (cf. Figure 3.4). While the
“Tintoretto” set comprises 40 scanpaths, 20 art experts and 20 laymen, the “Götz” set
comprises of only 30 scanpaths: 15 art experts and 15 laymen. The work at hand reports
findings of the larger “Tintoretto” set. Despite the diﬀerent nature of the paintings,
scanpaths from both paintings show similar results.

Art expertise
dataset

Image
Last Supper (Tintoretto)

Type
Renaissance painting

5.2.1953 (Götz)

Abstract painting

Der heilige Hieronymus . . .

# scanpaths
40

Duration
2 min

30

2 min

Engraving

123

The Three Trees

Etching

125

∼ 9s

Tod Marias

Etching

125

Mount Fuji from . . . of Totomi

Woodblock printing

124

∼ 9s
∼ 9s
∼ 9s

Table 3.1: The art expertise dataset includes two paintings, which viewers have observed
for two minutes, while the cultural bias dataset includes four paintings, which
have been observed for approximately nine seconds.
For the study, an SMI Red8 system was used: A camera system performs contact free
eye tracking and head movement compensation and can be mounted beneath a screen,
as the paintings in the proposed case. This is illustrated in Figure 3.2. At a frequency
of 120 Hz, the system records gaze and pupil data, as well as head position.
4

Wilhelm-Schickard-Institute for Computer Science
Eberhard-Karls-University of Tuebingen
Computer Engineering Department
5
Faculty of Historical and Cultural Studies
Department of Art History
6
The “Last Supper” was painted in 1592–94 by the Italien Renaissance artist Jacobo Tintoretto.
7
“5.2.1953” is a painting created in 1953 by Karl Otto Götz, who is known for his abstract paintings
in the Informal style.
8
http://www.smivision.com/en/gaze-and-eye-tracking-systems/products/
red-red250-red-500.html. Last accessed: 10 November 2014.
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(a) Tintoretto’s “Last Supper”

(b) Goetz’s “5.2.1953”

Figure 3.4: Paintings used for the data acquisition with the art expertise dataset
The device provides raw data, more specifically, the coordinates obtained separately for
each eye and the head. All this is performed 120 times per second. It also computes
the location relative to the image and corrects head movements with the head location
data, i.e., calculating the position that the user was actually looking at.

Raw data output

The researchers at the University of Tübingen also provided eye-tracking data from
another study consisting of scanpaths from a driving simulation. In this study, users
were not looking at a static image, but at an image stream. In dynamic images, e.g.,
video streams, the user is tempted to focus on the objects that appear in the image
sequence. Especially when each user sees varying content triggered by diﬀerent driving
behavior, it is diﬃcult to compare the scanpaths. Working with dynamic image contents
can be useful, but requires much more data. Static images are much better suited for
comparison, because all the users see the same information. Therefore, the driving
simulation data is not used in this work.

Dynamic
dataset

The second dataset, in this work referred to as cultural bias dataset, was kindly provided
by the group9 of Prof. Reinhold Kliegl from the University of Potsdam. The paintings
used were “Der heilige Hieronymus im Gehäus” (Eng.: “Saint Jerome in His Study”),
“The Three Trees”, “Tod Marias”, and “Mount Fuji from the Mountains of Totomi”
(see Table 3.1 and Figure 3.5). In [Wöl41], the author hypothesizes that people have a
cultural reading direction bias because they are accustomed to reading from one side of
the page to the other. In the Western world, most people read from left to right. Yet,
in other parts of the world, this is not the case. For instance, people speaking Arabic
or Hebrew read from right to left. The researchers at the University of Potsdam aim to

Cultural bias
dataset

9

Chair of Division Cognitive Psychology, Data was recorded at “Eyelab” in Golm, Potsdam.
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(a) Albrecht Dürer’s “Der
heilige Hieronymus im
Gehäus”

(b) Rembrandt’s “The Three Trees”

(c) Katsushika Hokusai’s “Mount Fuji from the
Mountains of Totomi”

(d) Albrecht Dürer’s
“Tod Marias”

Figure 3.5: Paintings used for the data acquisition with the cultural bias dataset. These
paintings were observed in the original and mirrored version. This figure
shows them only in the original version.

14

3 Data Acquisition and Features Extraction
analyze this hypothesis on paintings instead of text [LKS13]. Therefore, they recorded
scanpaths under four diﬀerent conditions. Users either had to look at the original version
of the image or a mirrored one. They had to fixate a certain position before they could
observe the image on the screen. To achieve this, the system setup showed the image only
after the user had fixated a dot displayed on one side of the screen. After the eye-tracker
recognized a fixation near the dot, the image was displayed and the dot disappeared.
The four conditions were as follows:
Condition 1: The user sees the original painting and starts from the left side
of the image.
Condition 2: The user sees the original painting and starts from the right side
of the image.
Condition 3: The user sees the mirrored painting and starts from the left side
of the image.
Condition 4: The user sees the mirrored painting and starts from the right
side of the image.
Both mirroring and starting location were counterbalanced between-subjects factors,
i.e., conditions and pictures were shown to them in diﬀerent orders and each user only
performed one condition per image.
To investigate the hypothesis of the culture bias, this work uses scanpaths recorded
under the first and the last condition to classify scanpaths. Figure 3.6 shows how these
two conditions are compared: A scanpath S1 taken under condition 1 has the same
preconditions as a scanpath S4 taken under condition 4: The position where the user
starts is located in the position of the image content. By mirroring S4, their coordinates
can now be compared. Assuming there is no cultural bias, S1 and the flipped version
of S4 should look similar, or at least not more diﬀerent than other scanpaths from their
own group. However, if a significant diﬀerence between the scanpaths recorded under
these conditions is detected, then there must be a cultural bias.

Comparison
strategy

For this study, an Eyelink 1000 (SR Research)10 eye-tracking system was used. The
users were standing in front of a screen at a distance of 60 cm. The used iiyama Vision
Master Pro 514 CRT monitor had a screen diagonal of size 22 inch. The screen size was
approximately 40 × 30 cm. However, the viewable area was 20 inch. The eye tracker
recorded at a frequency of 85 Hz.

Camera system

For the art expertise dataset, the raw data was available; in contrast, for the cultural
bias dataset, the extracted eye movements were provided directly. For the detection of

Classified data
output

10

http://www.sr-research.com/EL_1000.html, Last accessed: 17 November 2014.
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saccades and fixations, the study used the proprietary algorithms of the manufacturer,
with preliminary settings: The velocity threshold was set to 30°/s, while the acceleration
threshold was set to 8000 °/s2 , and the minimal movement parameter was set to 0.15°.
original, starting left!

mirrored, starting right!

(a)!

(b)!

!

flip!

(c)!

vs.!

Figure 3.6: (a) Original image with a scanpath S1, which starts at the left (b) Mirrored
image with a scanpath S4, which starts at the right (c) Flipped back image
and flipped S4, comparable to S1 (all images show exemplary scanpath for
conceptual understanding)

3.3 Data Cleansing
Blinking, the quick movement of the eyelids closing and reopening the eyes, is an essential
function of the eye used for moistening the cornea, as well as the conjunctiva. Although
the eyelashes prevent most of the dust and other debris from entering the region of the
eye, tear fluid is dispensed onto the eye to remove irritants as an additional way of
protection. During the eye-tracking process, it is not desirable that the viewer blinks.
Because blinking involves closing one’s eyes, optical eye trackers are not able to record
gaze positions anymore. In fact, the user does not perceive visual information.

Purpose of
blinking

When recording short sequences up to some seconds, many eye-tracking studies attempt
to prevent blinking by simply discarding those scanpaths with blinks only analyzing
the remaining ones. This work takes another approach: Blinking cannot be avoided,
especially in the first dataset, since the eye-tracking sequences last for two minutes.
Therefore, this work assumes that the brain processes the last information received
during the time of blinking. As a result, the last valid coordinate recorded for the time
of blinking is repeated.

Repeat the last
valid data point
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The eye-tracking system in the second dataset output fixations directly. It terminates
the current fixation and initializes a saccade for the time of blinking, which is followed
by a new fixation when the eyes reopen. The duration of the saccade between the two
originated fixations is marked as unknown. We do not use the saccade duration in the
developed algorithms. Therefore, the missing time value is unproblematic.

Start a new
fixation

3.4 Classification of Eye Movements
In Section 3.2, the two main datasets were presented. The first of them provides raw
data. Since it is desirable to work on aggregated data, where eye movements are already
extracted, eye movements have to be classified. There are several techniques to achieve
this classification.

Distinguish
fixations and
saccades

To distinguish eye movements, especially fixations and saccades, we can make use of
the distance between two data points: During a fixation, this distance is much shorter
than during a saccade. This can be seen in Figure 3.7. The main objective using this
technique is finding a good threshold Tdistance . If the distance between two consecutive
points is bigger than Tdistance , we assume that a saccade begins.

Distance between
raw points

Figure 3.7: The first 1000 raw data points are assigned to a type of eye movement.
Fixations are marked with black crosses, while saccades are marked by red
triangles. The painting is shown semi-transparently for better visibility of
data points.
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The human eye needs a certain time to fixate the position to be able to perceive
information. A fixation lasts approximately 200 ms on average. Having this in mind,
if the time period between two saccades is shorter than a duration Tduration , it cannot
belong to the fixation. Although the distance between two raw data points is smaller
than Tdistance , it is classified as a saccadic movement.

Minimum duration
of a fixation

1
In this work, Tdistance = 30
c, where c is the screen diagonal, and Tduration = 50 ms have
worked well for the classification of data points to either fixation or saccade. This simple
technique for eye movement classification is used in this thesis. Although other methods
are more accurate in terms of classifying every raw data point correctly, this technique
extracts the same number of fixations and saccades, which are only slightly shorter or
longer. Henceforth, a fixation is represented by the median of all the X positions, and
the median of all the Y positions.

Usage in this
work

Alternatively to the simple approach used, researchers use more advanced techniques.
In [KJKG10], the authors compare diﬀerent state-of-the-art eye movement classification
algorithms: Velocity and Velocity Threshold Identification (I-VVT), Velocity and
Movement Pattern Identification (I-VMP), and Velocity and Dispersion Threshold
Identification (I-VDT). There are other methods without thresholds. One approach
uses Bayesian online clustering for the classification of fixations and saccades [TKRB12],
[KKKR14]. As the visual scene changes, the online algorithm is able to recognize these
changes, thus yielding more accurate results. Another approach shows a method for a
speed-based classification of eye movements without having to choose any parameters
beforehand [MFAO12].

Alternative
clustering
techniques

3.5 Feature Extraction
So far, only the coordinates of the eye movements were obtained. Although these
coordinates can be contrasted, we can also compare more scanpath properties. The
properties of a scanpath that can be used for machine learning are called features. The
class that a scanpath belongs to is called label, e.g., in the case of the “Tintoretto”
dataset, the labels are “art historian” or “art laymen”. After learning from training data
where features and labels are given, we aim to classify new scanpaths, where the features
can be observed and the labels can be predicted.

Machine learning
fundamentals

On the one hand, from a machine learning perspective, there are best practices for the
composition of features: The features should be as independent as possible from one
another, i.e., should not have a correlation. Apart from that, a feature should be as
dependent on the class as possible, i.e., the correlation with the class label should be
high. Furthermore, a feature should not be too general, e.g., the patient’s ID is not an
informative feature for classification. By contrast, especially when training examples are

Feature
composition
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rare, features should not be too specific, either. They are often random and have no
causal relationship to the class.
On the other hand, the characteristics of the scanpaths have to be considered.
In [DNJ+ 12], the authors present the various dimensions of the comparison, which
should be considered to find a good representation of the data (Table 3.2). Each of
these dimensions might give some insights about the visual behaviors of the user, i.e.,
incorporating all these dimensions improves the accuracy of the classification.
Feature
Sequence

Description
The order of fixation and saccade patterns.

Position

The location of fixation and saccades in x, y space.

Shape

The length and direction of saccades, and the proportional relationships
between them.

Duration

The amount of time a fixation lasts before the subsequent saccade is
performed.

Dimensions worth
considering

Table 3.2: Aspects of the data that should be considered according to [DNJ+ 12]
It is diﬃcult to model the sequential nature of the data as a feature. Hence, many
other algorithms do not regard the sequential aspect of all [KKR], [PSF95], [SE81]. The
work at hand chooses to incorporate the sequence inherently. By encoding features of
time bins, properties of the same time periods are compared against each other. This is
explained in Section 5.1.1.

Sequence given by
the order of the
data

An alternative approach, which does not incorporate the sequence at all, would be to
describe the entire sequence by one number, e.g., the mean or median of the saccade
distance. Such an aggregation of the data discards valuable information in the data:
The characteristics of a scanpath are changing as time progresses due to the fact that a
user understands the image better and better, thus focusing the attention on diﬀerent
types of things. Ignoring those changes by simply averaging over the time, an important
aspect of the data would be lost—the sequential ordering. That is why this alternative
approach is not employed.

Collapsing
sequential order
information

The position of the fixation is used as a feature in this work. The position of a saccade
can be calculated from the position of the fixations enclosing it. Because dependent
features are undesirable, we chose not to use the additional saccade position.

Position

To specify the shape, two features are used: firstly, the length of saccades, which can be
extracted from the locations of the fixations, as it is the distance between two consecutive
fixations; secondly, the angle of saccades, which is used to incorporate information about

Shape by angle
and distance
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the direction. For instance, if a user’s scanpath mostly contains angles close to 0° or 180°,
this means that the executed saccades mostly leap in a rather horizontal direction.
Finally, the duration of fixations is used in this work. The duration of saccades is
dependent on their length. To prevent correlation between the proposed features, it is
not used as a feature. In fact, the duration of the saccades is not controlled by the user
in a deliberate manner, but occurs due to the biological foundations of saccades.

Duration

In a first step, the features chosen are extracted for each fixation and each saccade,
respectively. All in all, this thesis examines diﬀerences between the scanpaths of various
users. Coordinates are hard to compare directly, which is why features are extracted from
the coordinates enabling a learning system to find a model that knows the properties
each class has, i.e., the model can be used for future predictions.

Section
summary
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4 Scanpath Comparison Without Temporal Information
In preparation for the comparison of scanpaths, Section 3 has introduced both the
scanpaths’ acquisition and preprocessing. This section shows diﬀerent comparison
techniques for scanpaths. Most of these algorithms are simple, visual, and easy
to comprehend, but lack retaining temporal information given by the order of eye
movements over time. These baseline approaches are compared with VecMatch, which
is introduced in Section 5.

Simple comparison
techniques

To introduce the methods for comparison, Section 4.1 presents a simple approach for
comparison using an attention map. Section 4.2 introduces a method to compare
scanpaths via probabilistic state machines and eigenvectors.

Section
overview

4.1 Attention Map
An attention map, also known as heat map, is a representation, well-suited to visualize
the distribution of data in a two-dimensional surface. An attention map can be created
either for a user’s scanpath or for all the scanpaths of a group of users. Figure 4.1
shows an attention map overlay over the image. For the visualization in the figure, raw
eye-tracking data without classification of eye movements (cf. Section 3.4) was used. Our
implementation considers only the positions of the fixations.

Figure 4.1: This attention map shows the fixation positions of one user during the initial
10 seconds of observing the painting the “Last Supper”. The observed areas
are highlighted in yellow and red.
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To compare two users, the earth mover’s distance, initially introduced in [Mon81], can
be applied. This distance measure is often used in image retrieval, describing two
probability distributions over a certain region. The underlying intuition is: Assuming
the distributions are piles containing the same amount of dirt, and there is a cost for
moving a certain amount of dirt over a certain distance, then the earth mover’s distance
is the minimum cost of turning one pile into the other.

Comparison of
attention maps

Attention maps capture scanpath diﬀerences due to the fact that participants look at
diﬀerent areas in an image. However, it does not capture the order, in which viewers
look at certain locations of the image. In other words, the temporal information is not
used at all. The assumption that all the fixations occur at the same time yields a high
similarity score despite the diﬀerence in order. Groups of art experts and laymen mostly
look at the same ROIs; a classifier for expertise based on this method applied on the art
expertise dataset did not perform better than a random classifier.

Limitations

4.2 Probabilistic State Machine
The previous technique counts the number of fixations that occur in each location of the
image. It has been discussed that the diﬀerences in the order of the fixations cannot
be recognized using an attention map. Instead of solely retaining the fixation positions,
another solution gathers the transitions performed by saccadic eye movements. Tracking
transitions of a scanpath retains the location and valuable sequential information without
much overhead. The idea was presented in [SE81], which introduces a way to express
a scanpath in a transition matrix. Building on this idea, this section introduces
StateMatch, which is a technique to compare scanpaths using transition matrices.

Capture
transitions instead
of fixations

Generally speaking, the idea of the state machine is to express how likely transitions
from certain ROIs in the image to other ROIs are. Figure 4.2 shows a 7 × 10 grid that
partitions the image into 70 ROIs. The figure depicts an exemplary saccade transition
starting in the ROI bB and ending in the ROI bD. Given the training data, how often
each possible transition occurs is counted. This is achieved by a finite-state machine—a
mathematical model of computation. A state machine can be in only one state at a
time. It is able to switch into another state when certain events occur. Each state has
a probability (which can be zero) to change into another state.

State machine
represents
transitions

In the case of scanpaths, each ROI is represented by a state (e.g., 70 states), fixations
fi are assigned to one state Xi , according to their position. The sequence a of states Xi
is given by:
a = (X1 , X2 , . . . , Xn )
(4.1)
A state Xi at time index t in a is denoted with a(t). Two consecutive states
(a(t), a(t + 1)) = (Xi , Xj ) have a transition probability pi,j that given the current state
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Figure 4.2: The painting (The “Last Supper”) is divided into a grid ROIs as presented
by ScanMatch [CMTG10]. Each ROI is represented with a double-letter. An
exemplary transition from cell bB to bD is shown.
is Xi , the next state is Xj . The state machine can be expressed as a transition matrix
T , containing the transitions probability pi,j from one state to another.
⎛
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These probabilities are retrieved by counting how often transitions occur in the training
data: If the number of fixations in a scanpath is C, then the number of two consecutive
fixations is C −1. Let d be the number of states, then d2 are diﬀerent possible consecutive
transitions. Let C(Xi , Xj ) be the number of consecutive pairs of fixations (Xi , Xj ).
'
Furthermore, let C(Xi ) = dj=1 C(Xi , Xj ). Then the transition probability pi,j from Xi
to Xj is drawn from a multinomial distribution with C(Xi ) trials.
pi,j = P (Xi |Xj ) =

C(Xi , Xj )
C(Xi )

(j = 1, . . . , d)

(4.3)

Representing a scanpath with a transition matrix, we can quantify the probability P (b|T )
that a test sequence b of size ntest of saccadic transitions was generated by this transition
matrix. The probability that a sequence b was generated by a state machine T is given
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by:
P (b|T ) =

ntest
(−1

P (bi , bi+1 )

(4.4)

i=1

Since the training data is a short finite sequence (two minutes are the longest we have
given), it is not guaranteed that each possible transition occurs. This can result in
some transition probabilities pi,j being zero. Therefore, it could occur that P (b|T ) = 0,
which is a meaningless estimation. To solve this problem, Laplace smoothing is used—a
technique for smoothing categorial data. It ensures that each transition has a probability
pi,j > 0 and thus, P (b|T ) > 0. Let α > 0 be the smoothing parameter. Then p̂i,j is a
better estimation for the probabilities.
p̂i,j = P (Xi |Xj ) =

C(Xi , Xj ) + α
C(Xi ) + αd

(j = 1, . . . , d)

(4.5)

A state machine representation can be produced for every user. The generation of a
state machine transition matrix for one user is shown in Listing 1.
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21

% generate double−string sequence
s e q = ScanMatch_FixationToSequence ( userData , ScanMatchInfo ) ;
% convert double−string representation to index of ROI
r o i I n d i c e s = ScanMatch_DoubleStrToNum ( seq , . . .
ScanMatchInfo . RoiModulus ) ;
% f i l l t r a n s i t i o n matrix
numROIs = ScanMatchInfo . Xbin ∗ ScanMatchInfo . Ybin ;
t r a n s M a t r i x = zeros ( numROIs ) ;
f o r i =1: length ( r o i I n d i c e s )−1
row = r o i I n d i c e s ( i ) ;
c o l = r o i I n d i c e s ( i +1);
t r a n s M a t r i x ( row , c o l ) = t r a n s M a t r i x ( row , c o l ) + 1 ;
end
% Laplace smoothing
transMatrix = transMatrix + 1;
% convert to probability matrix
t r a n s M a t r i x = diag ( 1 . /sum( t r a n s M a t r i x , 2 ) ) ∗ t r a n s M a t r i x ;

Listing 1: MATLAB code for the creation of the transition matrix (including
code from the ScanMatch toolbox11 )
After introducing the construction of a state machine, alternatives on how to compare
them are outlined.
11

ScanMatch toolbox for MATLAB can be found at http://seis.bris.ac.uk/~psidg/ScanMatch/, last
accessed: 3 December 2014.
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4.2.1 Probability Approach
Given a new sequence b, the probability P (b|T ) that it was generated from a state
machine T , can be calculated. Since such probabilities for a sequence are small due
to multiplication of small values, avoiding arithmetic underflows when implementing
this algorithm is necessary. As the logarithm is a monotonically increasing function,
we can compare the log-probabilities when comparing the probability of multiple state
machines.
ln(P (b|T )) =

ntest
)−1

ln(P (bi , bi+1 ))

Log probability

(4.6)

i=1

A state machine is a representation of one or more scanpath sequences observed during
training. In [NS71], the authors argue that a user has more or less distinctive sequence
of observing something, for example a certain symbol, such as the letter A. Transition
frequencies can be understood as a fingerprint of this user.

Fingerprint

We can build a single state machine describing all users at once, which would express
the probabilities of the possible transitions for the given image. This state machine can
be used as an anomaly detection algorithm. For instance, if a participant does not follow
the instructions, or if a diﬀerent stimulus is displayed, other ROIs are focussed primarily,
which results in a smaller P (b|T ) of the participants fixation sequence b.

State machine for
all users

An alternative is to build a state machine for a specific group. For instance, using the art
expertise dataset, we could build a state machine that captures how frequent transitions
are performed by art historians.

State machine for
a group

Another alternative is to construct a state machine describing only one user. This
method is evaluated in Section 6. The length of the user’s sequence of eye movements
should not be too short; otherwise the transition matrix is sparsely populated. The
transition matrix could be a succinct representation for a user’s sequence. We conducted
an experiment, where a state machine was constructed for a two-minute sequence for
each of the users of the art expertise dataset. Then the probability that a sequence has
been generated by a state machine was calculated for the same sequences. The state
machine belonging to the particular sequence yielded the highest probability. A useful
scenario can be to recognize the user looking at the image again, based on the training
and the test data.

State machine for
a user

4.2.2 Eigenvector Approach
A state machine T can become large for many ROIs. To compare two users’ state
machines without having to retain neither the sequence nor the entire state machine,
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we can build the state machine and use its eigenvectors. An eigenvector (also called
singular vector) of a square matrix M is a non-zero vector v ′ that, multiplied with M ,
equals to a scalar multiple of itself. The scalar multiplier is called eigenvalue (also called
singular value) λ.
M v ′ = λv ′
(4.7)
We want to find the principal eigenvector v, which is the eigenvector associated with the
largest eigenvalue of the matrix. It is the eigenvector that describes the direction of the
biggest variance in the data. This is not only good to have a smaller representation, but
also captures the most important aspects of the data. In the case of a transition matrix
T , we aim to find the principle eigenvector of its transpose T T . Let v be the principal
vector of size n. For a smoothed probability matrix, there is always an eigenvalue with
λ = 1. To find v, we have to solve the following formula:
TTv = v

(4.8)

This formula has to be solved for v, which is done by the power iteration, an algorithm
used to obtain the principal eigenvector v. Let vk be the vector at the k’th iteration.
The power iteration starts with a vector v0 , which we set to v0 = √1n ∗ (1, 1, . . . , 1)T .
vk+1 =

Principal
eigenvector

T T vk
||T T vk ||

Power iteration

(4.9)

This procedure converges, i.e., after a certain number m of iterations, we find the desired
value v = vm , which is the eigenvector of T T and solves Equation 4.8.
Cosine similarity. We can compare the principal eigenvectors using a similarity
measure. The most widely used is cosine similarity s(u, v): Let θu,v be the angle
between two vectors u and v. If they are pointing in a similar direction, the angle θu,v
is small and therefore s(u, v) yields a high similarity. In contrast, if u and v point in
opposite directions, then θu,v = 180° and thus s(u, v) = −1.
u·v
s(u, v) = cos(θu,v ) =
=*
n
∥u∥∥v∥
'

i=1

n
'

i=1

(ui

ui vi

)2

*

n
'

i=1

(vi

)2

(s(u, v) ∈ [−1; 1])

Comparison using
cosine similarity

(4.10)

Principal vectors are of unit length and vectors contain only positive numbers since the
developed transition matrix counts frequencies, therefore s(u, v) ∈ (0, 1].
There are other similarity measures: The negative Euclidean distance is given by the
following:
seucl (u, v) = −deucl (u, v) =

*)
i
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The Pearson correlation is given by the following:
'

i (ui

− u)(vi − v)
+'
2
2
i (ui − u)
i (vi − v)

ρ(u, v) = +'

(ρ(u, v) ∈ [−1; 1])

Both are useful alternatives. However, we decided to use the cosine similarity, because it
lies in the interval [−1; 1] and compares each vector element separately from the others.
All in all, a probabilistic state machines allows to compare scanpaths with diﬀerent
methods: either with the probability that a sequence was generated by a state machine,
or by comparing state machines themselves using principal eigenvectors.
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5 Scanpath Comparison with Temporal Information
In Section 2, state-of-the-art scanpath comparison techniques have been described.
Section 4 has shown that many of them lack a temporal component. By collapsing the
data over time, these techniques are not able to recognize a change in viewing behavior.
For instance, when asked to look at a painting, let us consider two viewers (A and B)
going through certain phases. Viewer A might initially look around the entire image to
understand the geometry by performing lengthy saccades. Later on, A might focus on
the details, i.e., performing shorter saccades. Looking at the same image, viewer B might
need much less time to understand the geometry, i.e., B enters the next phase earlier,
therefore beginning to perform shorter saccades earlier. When using a technique that
retains the information dimension of the data, we are able to find such diﬀerences in
viewing behavior.

Importance of
temporal
information

The beginning of this section illustrates how the classification problem can be
tackled with ScanMatch, a state-of-the-art string-based technique that uses temporal
information. The rest of this section is dedicated to the proposed method VecMatch:
Section 5.1 presents the data processing steps required to obtain a user-feature matrix,
Section 5.2 describes how the dimensions of this matrix are reduced, and Section 5.3
presents diﬀerent ways to compare the retrieved lower-dimensional scanpaths.

Section
overview

ScanMatch. The the approaches presented in Section 4 all lack retaining temporal
information. The location of fixations is used, but regardless of when fixations occur. In
contrast, ScanMatch [CMTG10] is a string alignment algorithm, which retains location,
time, and order. It is based on the Needleman-Wunsch algorithm [NW70], which is used
in the biological context for the alignment of DNA sequences. ScanMatch discretizes
the fixations, by assigning each fixation to a ROI in the image. Each ROI is represented
by a double-letter, e.g., bD. Thus, a sequence of fixations is encoded as a string of
double-letters, e.g., bBbDgEfA. Figure 4.2 shows the grid partitioning of the image into
ROIs. The figure depicts an exemplary saccade starting in the ROI bB and ending in the
ROI bD. Each transition from one ROI to another is assigned a similarity score, which is
indirectly proportional to the distance of the two ROIs. To store the similarity scores, a
quadratic r×r substitution matrix is created, where r is the number of ROIs. If gaps have
to be used to align two sequences, this adds a penalty, i.e., substitution operations, as
well as insertion of gaps can be used to align two users’ string sequences. The comparison
of two users’ string representations is performed by finding the maximum score to align
the two sequences, i.e., to solve an optimization objective.

Substitution
matrix stores
alignment scores

The downside of this method is the size of the substitution matrix, which can become
large, since it grows quadratically with an increasing number of areas of interest. Beyond
that, ScanMatch does not incorporate all the important dimensions: the distance and
the length of saccades are not represented in the model.

Big matrix and
hard optimization
problem
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5.1 Data Processing Steps
VecMatch is presented as a technique for scanpath comparison that uses vector
representations for scanpaths to find similarities between them. In contrast to prior
work, we focus on incorporating sequential information of the scanpaths: Events that
occur at the same time are compared against one another. In this way, the temporal
order is maintained. However, this comparison does not imply that the i’th fixation of
scanpath A is compared against the i’th fixation of scanpath B due to diﬀerent fixation
durations. The distance between fixations, the direction of saccades, and the duration
of fixations are descriptive dimensions that are considered in addition to the location of
fixations.

Features used

In the following sections, the data processing steps (Figure 5.1), taking place after the
feature extraction, are discussed. These steps are an essential part of this work since
they enable comparison for scanpath data.

Processing steps
overview

Data Processing Steps!
Temporal!
binning!

Feature
discretization!

Binary
representation!

Data!
reshaping!

Dimensionality!
reduction!

Classifi-!
cation!

Figure 5.1: Processing steps of eye movement features before classification of the
scanpath.
5.1.1 Temporal Binning
Having extracted the features from the data as described in Section 3.5, the scanpaths
have to be transformed into a format that enables scanpath comparisons. Even though
the scanpaths have the same duration (e.g., 20 seconds) they comprise a diﬀerent number
of fixations, because some fixations last longer than others. To be able to compare them,
the used scanpath representations should have the same length.

Fixations with
diﬀerent
duration

We address this issue with temporal binning. According to its start time, each fixation is
assigned to a bin. The algorithm can be configured with two parameters: the temporal
bin width wbin and the number of bins N . Figure 5.2 visualizes an exemplary scanpath
where wbin = 1s and N = 30. Circles represent fixations, where the circle’s area encodes
the fixation duration. Three cases have to be considered when filling temporal bins:

Assign fixations to
bins

• Single Fixation: The bin contains only one fixation and is represented by this
fixation’s features. This can be seen in the first bin in Figure 5.2.
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• Multi-fixation bins: Multiple fixations belong to one bin. Since in this case they
are necessarily rather short, the information is condensed by averaging over all the
values of one feature separately for each feature.
• Empty bins: There may be empty bins, without any data points existing due
to prolonged fixations that exceed bin duration. In this case, we duplicate the
representation of the previous bin. Therefore, the preceding prolonged fixation
defines two or even more bins depending on its length.

t

…

0:01

0:02

0:03

0:04

0:05

…

0:30

Figure 5.2: Successively arising fixations: Dots indicate the fixations; the area of
the dot is proportional to the fixation duration; the arrow location
indicates the fixation start time. 30 one-second-long temporal bins
accommodate the fixations.
5.1.2 Feature Discretization
Up to this point, each feature value is continuous; a fact that can cause problems.
For instance, it is likely that two users looking at the same object yield slightly
diﬀerent coordinates. Often, a classification task is improved by discretization of
features [DKS+ 95]. Therefore, the features are transformed to ordinal features, i.e.,
the data points are assigned to discrete buckets.

Discretization of
continuous
values

SubsMatch [KKR] introduced an equi-probabilistic data slicing method that allows
separation into diﬀerently sized buckets aiming for balanced population among them. A
simpler approach is employed as follows: The discretization step needs three additional
parameters per feature f ∈ {x-coordinate, y-coordinate, angle, distance, duration}: the
minimum value minf , the maximum value maxf , and the number nf of buckets. Given
the two boundaries minf and maxf , we separate the resulting range into nf equally
sized buckets. Every data point outside the boundaries minf and maxf is mapped to
its closest bucket.

Linear
separation
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5.1.3 Binary Representation
For binary representation of the feature values, the feature discretization step is
necessary. Given the number of buckets nf of a feature f , we know how many distinct
values f can have. bf is the number of bits necessary for the binary representation of
f:
bf = ⌈log2 (nf )⌉

#bits according to
buckets

The angle, as described in Section 3.5, constitutes an exception: Small angles close to
0° and large angles close to 360° are more similar than, for example, angles pointing to
opposite directions. Ideally, similar angles should always yield similar buckets as they
do for all the other features. The Gray code provides this desired characteristic for the
angle using a list of binary numbers in a specific order [Gra53], so that two subsequent
list elements diﬀer in no more than one bit. Figure 5.3 compares the binary code with
the Gray code. The Gray code list lM for M bits can be generated recursively from the
list lM −1 for M − 1 bits. To begin with, the entries of lM −1 are reversed in order and
saved into a list rM −1 , then lM −1 and rM −1 are concatenated. Subsequently, the entries
in lM −1 are prefixed with a binary 0, and the entries in rM −1 list are prefixed with a
binary 1. The one-bit Gray code is l1 = (0, 1).

Improvement for
the angle

'

bbin = f bf is the total number of bits necessary to represent a temporal bin of a
scanpath. b = N bbin is the total number of binary features that one user comprises.

(a)!
111!

(b)!

110!
6!
5!

7!

000! 0!

001!

101!

100!

4! 100!

θ

000! 0!

3!

1!
2!
010!

101!
6!

111!

4! 110!

θ

1!
001!

011!

5!

7!

3!
2!
011!

010!

Figure 5.3: (a) Binary indexing: Although 0 and 7 are close, their binary representations
are diﬀerent in that they do not share any bit. (b) Gray code: Two adjacent
bins share all their bits except one and are therefore always similar.
5.1.4 Feature Data Reshaping
Until this point, there is a feature matrix in which a row represents a temporal bin and
a cell in that row represents a feature. This matrix is reshaped to a vector as shown in
Figure 5.4, which enables easy comparison of users.
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(a)! bin 1!
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2
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bin 1!

bin 2!

bin N!

Figure 5.4: The (a) feature columns are reshaped to a (b) user vector. Every element of
each feature column is represented by an element of the user vector.
For each bin, we concatenate its feature values to a vector vbinj of size ndimensions . Then
we concatenate vbin1 . . . vbinN to a vector ui of size n, where n is the total number of
features per user. This way, when comparing two users’ scanpaths feature by feature, we
only compare values for the same feature f and the same time stamp with each other.

Matrix to vector

5.2 Dimensionality Reduction
The data has been transformed into a convenient format for the upcoming classification
task. The high number of features may be problematic. Let us consider a typical example
configuration. With N = 80, wbin = 0.25, and ndimensions = 5, if we bin features without
binary encoding, we obtain n = 80 ∗ 5 = 400 features. We can exemplarily calculate the
number of features if we perform binary encoding taking the number of buckets from
Table 6.3:
b=N

)
i

⌈log2 (gi )⌉

= 320 ∗ (⌈log2 (10)⌉ + ⌈log2 (7)⌉ + ⌈log2 (8)⌉ + ⌈log2 (20)⌉ + ⌈log2 (8)⌉)

High number of
features

(5.1)

= 320 ∗ (4 + 3 + 3 + 5 + 3) = 5760

Taken separately, each feature carries little information, i.e., it can be useful to find a
shorter representation without losing too much information.
5.2.1 Latent Semantic Analysis
We have shown that the number of features n can get large. To reduce the dimensionality
of the m × n feature matrix, we use two techniques: LSA and SVD. Latent semantic
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user ui!
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=
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Figure 5.5: The user-feature matrix X can be factorized obtaining the matrices U , Σ,
and V T
analysis (LSA) [DDL+ 90] is a technique widely used in natural language processing.
It analyzes the relationship between documents and the terms occurring in these
documents. Instead, users and features that belong to the users are considered. To
reduce the number of dimensions n, LSA makes use of singular value decomposition
(SVD), which is the factorization of a matrix, such as the m × n user-feature matrix X,
where each row (X)i = uTi represents a user (cf. Figure 5.5).
⎛

⎞

uT1
⎜ uT ⎟
⎜ 2⎟
⎜ . ⎟
⎜ .. ⎟
⎜
⎟

X=⎜

⎟ = U ΣV T
⎜ uT
⎟
⎜ i ⎟
⎜ .. ⎟
⎝ . ⎠

(5.2)

uTm

Eigenvectors have been explained in Section 4.2.2. U is an m×m orthogonal matrix that
holds the eigenvectors of XX T ; Σ is a m × n diagonal matrix carrying the eigenvalues of
X T X; V T is a n × n orthogonal matrix holding the eigenvectors of X T X. By selecting
the k largest values σ1 , . . . , σk from Σ and their corresponding eigenvectors f1′ , . . . , fk′
and t′1 , . . . , t′k from U and V , we obtain an approximation of the equation. This is
shown in Figure 5.6. According to the low-rank approximation theorem [EY36] and the
Frobenius norm, the approximation has the smallest error.
X ≈ Uk Σk VkT
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user ui!

Σk!
X!
m x n!

≈

Uk!

VkT!
k x n!

k x k!

m x k!

Figure 5.6: X ≈ Uk Σk VkT is an approximation of the SVD.
Uk is a m × k orthogonal matrix. Σk is a k × k diagonal matrix. VkT is a k × n orthogonal
matrix. By factorizing the user-feature matrix X, a user’s scanpath can be represented
more concisely: The most important k latent features f1 , . . . , fk represent the highest
variability in the data. If the elements in the diagonal matrix Σ are in descending order,
f1 , . . . , fk can be found in the k leftmost columns of the U matrix. They can be used
as input for a classification algorithm (see Section 5.3.2) having a moderate number of
features, but nevertheless carrying almost all the information.

Concise user
representation

5.2.2 Group Prediction for an Unobserved User
A new user’s scanpath is referred to as query, since it contains features and we attempt
to find its label. After the model creation, a query should be compared with the existing
scanpaths in the lower-dimensional space. To do so, the query is translated into this
space by performing SVD, resulting in the matrices U , Σ, and V T . To obtain the row
user vector ui we need only the i’th row of U , u′i :
uTi = (u′i )T Σk VkT

(5.4)

Vk is orthogonal, i.e., VkT = Vk−1 ; Σk is square and symmetric, i.e., ΣTk = Σk . Solving
for u′i yields:
−1
′ T
T
uTi Vk−T Σ−1
k = (ui ) = ui Vk Σk
−1 T
T
u′i = (uTi Vk Σ−1
k ) = Σ k Vk u i

Let unew be the new user’s scanpath. To retrieve its representation unew in the
lower-dimensional space, it has to be subject to the same transformations as the existing
scanpaths ui :
T
u′new = Σ−1
(5.5)
k Vk unew

34

Map unseen user
into the new
space

5 Scanpath Comparison with Temporal Information
Instead of users, features can also be mapped into a lower-dimensional space. For
machine learning, features should be as independent as possible. By calculating
resemblance of a new feature tnew to the existing ones in the lower-dimensional space,
the dependence of the features can be analyzed. If two features are dependent, it should
not be included, e.g., for the classification task. Let tnew be a column vector containing
a new feature value for each of the users, let t′new be the desired feature vector in the
lower-dimensional space.

Latent features

tnew = Uk Σk t′new
T
t′new = Σ−1
k Uk tnew

To be able to compare a new user’s scanpath unew to existing ones ui , it is mapped into
the lower-dimensional space containing the other scanpaths ui . The performance of the
classification task is evaluated in Section 6.3.6. The calculation in the lower-dimensional
space is more eﬃcient than in the high-dimensional space. The transformation from ui
to u′i needs to be performed only once and is therefore not as computationally expensive
as the comparison, where a scanpath is compared to multiple others.

Space for
comparisons

5.3 Scanpath Comparison
After explaining the construction of a scanpath, this section shows how to compare
a scanpath with others. Given the group aﬃliation (i.e., label) of a user’s scanpath,
we use simple or more advanced machine learning techniques to create a model that
captures, which features determine the class best. Using the model, the group aﬃliation
can be predicted for a new scanpath. For instance, having art experts’ and laymen’s
scanpaths, we could learn a model that applies for most art experts and use it to predict
the expertise of a new user. This section presents diﬀerent models that can be used for
comparison.

Predictions for
new scanpaths

5.3.1 Mean of Cosine Similarities
To compare two feature vectors u and v both consisting of n elements, a measure of
similarity between them is essential. The cosine similarity measure was introduced in
Equation 4.10 in Section 4.2 as the cosine of the angle θu,v between two vectors, such
as u and v. If u and v are similar, then θu,v is small, indicating a high similarity
s(u, v) = cos(θu,v ).

Cosine
similarity

The cosine similarity measure can be used to either compare full feature vectors with
many elements, or to compare the lower-dimensional shorter feature vectors u′ and v ′ .
In contrast to the euclidean distance deucl (u, v) between u and v, the cosine similarity

Properties
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s(u, v) lies within a bounded interval (s(u, v) ∈ [−1, 1]) and is therefore better suited
for interpretation. s(u, v) is also independent of the vector lengths |u| and |v|, but only
depends on the direction.
The absolute similarity score s(u, v) is not expressive, since it depends on n. By contrast,
the relative diﬀerence between various similarity scores is more expressive. In particular,
a new user’s scanpath can be compared to diﬀerent groups’ scanpaths in order to find
the group that the new user resembles most. The similarity s(u, G) between the new
query user u and a group G of users gj can be computed in various ways, for example:
'

Comparing
similarity scores

• By calculating a mean group vector g = n1 nj=1 gj representing all the users in G, a
similarity score s(u, G) = s(u, g) can be computed. On the one hand, this method
has a low computational cost in the phase of testing for the classification since only
one single comparison of two vectors needs to be executed. On the other hand,
however, this method reduces the group information radically. We found that
by collapsing the features of all instances of one group, not enough information
is retained. For instance, if one group comprises of two kinds of users A and B
that are dissimilar (e.g., two experts, one in abstract art, one in traditional art),
collapsing the information to a single vector g can yield a mean representation,
where g is not similar to neither A’s nor B’s vector.

Mean group vector

• By calculating the cosine similarity s(u, gj ) separately between the query
user u and each of the training users gj , the mean of the similarity values
'
can be computed: s(u, G) = n1 nj=1 s(u, gj ). This method yields better
results while requiring approximately the same number of calculations, since
' uT g
uT 1 ' g j
s(u, G) = n1 j ∥u∥ ∥gjj ∥ = ∥u∥
j ∥gj ∥ . However, the training user vectors need
n
to be retained, because they establish the model themselves. We use this method
because it yields better results.

Mean of
similarities

5.3.2 Machine Learning Techniques
In the following section, we discuss supervised machine learning techniques that can be
used as an alternative similarity measure for classification of scanpaths. All techniques
are used as binary predictors using implementations from the MATLAB Statistics
toolbox12 , used to predict the outcome of a group aﬃliation label y based on features
x1 , x2 , . . . , and xn .

12

http://de.mathworks.com/products/statistics/, Last accessed: 14 December 2014.
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Logistic Regression. Logistic regression [HJL04] is a classification model that uses a
'
generalized linear model t = θi xi = θ T x where x0 = 1:
i

hθ (x) = σ(θ T x)

(5.6)

The sigmoid function σ, also known as logistic function, is applied to t, which has the
property 0 ≤ σ(z) ≤ 1 for z ∈ R.
σ(z) =

1
1 + e−z

(5.7)

As in linear regression, a cost function denoted with Cost is generated to compare the
prediction hθ (x(i) ) to the label y (i) of the i’th training example. The overall cost function
J(θ) for all training samples is minimized.
J(θ) =

m
1 )
Cost(hθ (x(i) ), y (i) )
m i=1

m
1 )
= − [ y (i) log hθ (x(i) ) + (1 − y (i) ) log (1 − hθ (x(i) ))]
m i=1

(5.8)

Support Vector Machine. Given m learning instances x(i) in the n dimensional space,
a support vector machine (SVM) [CV95] tries to find a (n − 1)-dimensional hyperplane
that linearly separates the two groups best. This maximum-margin hyperplane separates
the points having y (i) = 1 from those having y (i) = −1. Given w is the normal vector of
the hyperplane, then w·x−b = 0. Samples close to the margin are called support vectors.
They have the same distance to the hyperplane: w ·x−b = 1. The optimization problem
is similar to the one in logistic regression. However, the cost that a single training
instance contributes is a piecewise linear function instead of the logistic function. This
generates an easier optimization problem.
Decision Tree. A decision tree is a predictive model, which can be used for
classification. The construction of a decision tree is made top-down and aims for the
best split with respect to purity. A set of instances D is pure, if all instances belong
to the same class. During the learning phase, the purity gain is calculated for possible
splits:
k
)
|Di |
Gain = Imp(D) −
Imp(Di )
|D|
i=1

For two classes in D, popular measures for impurity
are Entropy H(D), Gini index
+
Gini(D), and the square root of the Gini index Gini(D). The split with the highest
purity gain is used to create a new branch. Branches are created until the impurity is
zero for all the classes. To avoid overfitting, pruning by classification error is performed
after tree construction.
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k-Nearest Neighbors. The k-nearest neighbors (k-NN) [CH67] algorithm is a
non-parametric method, which we use for classification. The parameter k is defined by
the user. An unlabeled feature vector (query) is classified by predicting the label that
is most frequent among the k training samples nearest to the query. Cosine similarity
is used as a distance measure. Therefore the method is similar to the one presented in
Section 5.3.1, which finds the mean of cosine similarities.

5.4 Cross Validation
The number m of instances is rather small in the given datasets. To continue to be able
to validate the proposed algorithm, we perform cross validation, which is a method for
model validation. It estimates how well the results of a statistical analysis generalize to
an independent dataset.

Model validation
with little data

The i’th row in the user-feature matrix X is referred to as instance Ii . Given
all m instances I1 , . . . Im , each consisting of n features, we perform leave-one-out
cross-validation (LOOCV): Firstly, we split the instances by choosing an instance I1 and
putting it aside—it constitutes the test set. The remaining m−1 instances I2 , I3 , . . . , Im
are used to train a model—they are called training set. Using the trained model, we
predict which class I1 belongs to. Then, we split the data diﬀerently, by putting a
diﬀerent instance I2 aside instead. The remaining m − 1 instances I1 , I3 , I4 , . . . , Im are
used for training a new model, while I2 is used for testing on that model. This procedure
is repeated m times, i.e., we obtain m predictions, each performed on a model that was
trained on m − 1 training instances. Since the actual labels for the predicted instances
are known, we can use well-known measures, such as accuracy for evaluation. Rather
than choosing larger test sets, we use the smallest test set possible, since the datasets
at hand contain few instances, i.e., when training on almost all instances, we obtain the
most-reliable predictions.

Leave-one-out
cross-validation

Instead of splitting the instances into two sets, it can be useful to split them into three
sets, especially when an extra parameter has to be selected in a model selection problem,
e.g., the number k of latent dimensions that is used with LSA. Having only two sets,
the model is trained on the training set, subsequently, the model is tested on the test
set, from which we select the parameter that yields the best result (e.g., in terms of
accuracy). Since we use the test set for model selection, ideally, it should not be used
to report the performance (e.g., accuracy) of the algorithm, since it provides an overly
optimistic estimate. Instead, the data should be split into three distinct sets, so that
after model selection, the third set can be used to report the error independently. Since
we do not have a lot of instances, we need as much as possible for training. Splitting the
data into three sets, detaching two sets from training, reduces the number of training
instances. Therefore, we choose to use only two sets and evaluate using LOOCV as

Three datasets for
model selection
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described above. For that reason, the performance measurements might be slightly
biased.
In this section, we have described VecMatch, an approach that transforms scanpaths
to vector representations of the same length. We have explained the way to reduce
the dimensionality and how scanpaths are compared by the cosine similarity measure.
Lastly, a suitable evaluation technique for the given amount of data has been chosen.
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In this section, the performance of StateMatch (cf. Section 4.2) and VecMatch (cf.
Section 5) is evaluated. VecMatch achieves an accuracy of 64.64% on the cultural bias
dataset when predicting the group label of a user. This result is significantly (p < 0.01)
better than randomly classifying. Using the art expertise dataset, the competitor
technique ScanMatch yields a prediction accuracy that is significantly (p < 0.001) better
than the random classifier for the classification. Using this dataset, StateMatch is able to
recognize viewers with an accuracy of 12.5%, which is higher (p < 10−5 ) than randomly
recognizing users.

Summary of
results

This section describes the details of this evaluation by means of two studies outlined
in Section 6.1. In addition, Section 6.2 and Section 6.3 evaluate diﬀerent experimental
settings for all the employed approaches. Subsequently, Section 6.4 compares VecMatch
against ScanMatch and StateMatch.

Section
overview

6.1 Experimental Setting
There are diﬀerent evaluation measures, of which the most popular are accuracy and the
F-Measure. Accuracy expresses the proportion of correctly classified outcomes. In other
words, it represents the ratio of true positives (T P ) and true negatives (T N ) in relation
to the total number of predictions. The F-measure, also called F1 score, considers both
precision and recall, where F N is the number of false negatives:
precision =

TP
TP + FP

recall =

TP
TP + FN

F1 = 2 ·

precision · recall
precision + recall

(6.1)

The given datasets provide user groups that are almost equal in size. We also aim to
support the notion of a symmetric loss matrix, i.e., every misclassification (no matter
whether it is a FP or a FN) should have the same penalty and every correct classification
should be equally valuable. The accuracy can be interpreted well for binary and
multiclass classification problems, since it states the relative number of users classified
correctly. Therefore, we mainly use the accuracy as the primary evaluation measure.
6.1.1 Experiments
The underlying research questions for this thesis have been introduced in Section 1. To
study them, two experiments are conducted in this evaluation:
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1. Experiment: Binary Classification
Given two groups, we want to predict the group aﬃliation for users that have not
been seen before. For instance, in the case of art experts and laymen, we aim to
predict, whether a viewer is an art expert, according to this viewer’s scanpath.
2. Experiment: User Recognition
After observing scanpath sequences of diﬀerent users U = {u1 , ui . . . u2 }, an
additional scanpath is observed. It is known that it was created by a user ui ∈ U .
The experiment tries to recognize the user ui ∈ U that generated this scanpath.
Since each user in the dataset at hand has actually observed an image only once,
each scanpath is split into three subsequences, as shown in Figure 6.1: The first
part is used for training, i.e., to learn the visual behavior patterns of the user. The
third part is treated as a new unseen scanpath predicting which user subsequence
seen earlier is most similar to this new user. Each of the sequences begins with the
same type of feature, so that each entry is only compared to its counterpart, e.g.,
a location is only compared with another one. The user recognition experiment is
performed on the Tintoretto dataset because it contains sequences that are better
suited for splitting due to their duration.

2min!
user sequence!
=!

40s!
training!

40s!
(not used)!

40s!
test!

Figure 6.1: For the user recognition experiment, a two-minute scanpath sequence
is split into three equally sized subsequences. The first subsequence is
used for training, the second one is discarded, and the third one is used
for testing.

6.1.2 Datasets
Since there is no gold standard dataset to the best of our knowledge, we use the given
datasets that have been presented in Section 3.2: the art expertise dataset and the
cultural bias one. In both studies, the users were standing in front of a painting and
were instructed to observe it for a certain time, while an eye-tracking device recorded
the eye movements.
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Art Expertise Dataset:
The Tintoretto dataset comprises 40 scanpaths, each two minutes long. Half of the
participants are art historians, while the other half are art laymen. The scanpaths
are each two minutes long and recorded at 120 Hz. This dataset is used for both
experiments.
Cultural Bias Dataset:
The experiments use 181 scanpaths from the cultural bias dataset—those, having
a minimum length of nine seconds and belonging to the two conditions of interest.
Each scanpath was recorded by showing one of four images in one of four conditions,
as explained in Section 3.2: The participants were either looking at the original
image starting from the left side (condition 1) or at the mirrored version of the
image, starting from the right side (condition 4). The predictions using the diﬀerent
images in the cultural bias dataset are summed up. This dataset is used for the
user recognition experiment, since it is hard to split its short scanpaths, which is
necessary for the binary classification experiment.

6.2 Parameter Adjustment of Competitors
To be able to compare the diﬀerent approaches, they are configured by choosing
parameters that are well suited for the proposed experiments and datasets.
The random classifier is a baseline approach that uses guessing to predict the class
label. For binary classification, the random classifier always predicts the class that
comprises most instances, i.e., the accuracy is higher than or equal to 50%. The user
recognition experiment describes a multiclass classification problem, in which the random
1
classifier guesses one of the m classes, thus achieving an accuracy of m
. The evaluations
contain the theoretical value for the performance of the random classifier rather than an
empirically gathered one.

Random
classifier

To ensure comparability, ScanMatch and StateMatch perform temporal binning as
VecMatch does. The ROI is repeated in a way that is proportional to the fixation
duration [CMTG10]. The threshold TtempBin indicates how a fixation is split: Let t be
t
the duration of a fixation, then ⌈ TtempBin
⌉ is the number of times the ROI is repeated when
creating the sequence. In [CMTG10], the authors suggest TtempBin = 50 ms, we evaluated
TtempBin on the art expertise dataset (cf. Table 6.1) and found TtempBin = 100 ms to
work well. For both ScanMatch and StateMatch the sequences are truncated to the
same length after construction.

Sequence
creation
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Experiment
TtempBin
Random Classifier

Binary Classification
0 ms 50 ms 100 ms 200 ms
0.5
0.5
0.5
0.5

User Recognition
0 ms 50 ms 100 ms 200 ms
0.025 0.025 0.025
0.025

StateMatchP rob

0.4

0.5

0.45

0.5

0.075

0.088

0.125

0.025

StateMatchEV

0.575

0.6

0.6

0.6

0.075

0.05

0.113

0.025

ScanMatch

0.5

0.675

0.775

0.7

0.038

0.013

0.025

0.038

Table 6.1: Various regarded classifiers yield diﬀerent prediction accuracies for both
experiments: binary classification and user recognition. These measurements
are obtained using only the art expertise dataset and by varying the value for
the parameter TtempBin .

For the 12 ROIs shown in Figure 6.2(a), a transition matrix is constructed as shown in
Figure 6.2(b). The matrix is based on the 50-second sequence consisting of temporal
bins with a bin width of 0.25 s (N = 200). The probability that a certain sequence was
generated by a state machine is used by a classifier named StateMatchP rob during this
evaluation. When using the eigenvector approach as described in Section 4.2.2, each
state machine is represented with the principal eigenvector. This classifier is denoted as
StateMatch (EV). Rather than taking multiple eigenvectors, we take only the principal
eigenvector on account of simplicity.

StateMatch

An exemplary scanpath sequence of a user from the art expertise dataset is shown in
Figure 6.2(c). It was generated by dividing the image into a 4 × 3 grid of ROIs for the
purpose of visualization. The algorithm works with a 10 × 7 grid for this painting.

ScanMatch

6.3 Parameter Adjustment for VecMatch
This section describes how the best configuration for VecMatch is found. In Section 5.1,
data processing steps were introduced, many of which involve parameters that need to
be chosen. Some have already been evaluated in literature, while the remaining ones
are evaluated in this section. A parameter defines a configurational setting, e.g., if we
use a certain processing step or not. By setting the parameters, we want to find the
best configuration—the one that yields the highest prediction accuracy. Ideally, we aim
to formulate an optimization objective for the binary classification problem. Let m be
the number of training instances, let y (i) ∈ [0, 1] be the true class label for the i’th
training instance, and let hθ (x(i) ) ∈ [0, 1] be the predicted label for that instance based
on the developed predictor hθ that uses the parameters θ as input. Let J(θ) be the cost
function.
m
1 )
J(θ) =
(hθ (x(i) ) − y (i) )2
(6.2)
m i=1
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Source ROI!

Target ROI!

(a) The image is divided into a 4 × 3 grid
generating 12 ROIs, each of which is denoted
by a double-letter. An exemplary transition
between the ROI aB and the ROI bC is shown.

aA#aB#aC#aD#bA#bB#bC#bD#cA#cB#cC#cD#
aA#
aB#
aC#
aD#
bA#
bB#
bC#
bD#
cA#
cB#
cC#
cD#

25!
20!
15!
10!
5!

(b) StateMatch generates a transition
matrix, containing the number of
transitions for each possible transition
from a source ROI to a target ROI.

bBbBbBbBbBbBbAbAbAbAbBbAbAbAaAaAaAaAaAaAaBaAbBbBbBbBbBbBcBcCbDaDaDbDaDbDbDbDbCcC
cCcCcBcBcCbCbDbDaDaCaCaDaCaBaAbAaBbBbBbBbBbBaBaCbCbCbCbCcBcBcBcBbBbBbBbBbCbCbCbB
bCaCaCaCbCbCbCbCbCbCbAbAbAbAbAaAaAaAaAaAbAaAaBaCaCaDaDaDbDbDbDaDbDbDbDbDbDbDbDbD
bCbCbCcCcBcBcBcCcBcAcAbAbAbAbBbBcAbBbBbBbBbBbBbBbBbBaBaAaBaBaCaDaCaDaDaDaDaDaDaD
aDaCaCaCaDaDaDaDaDbDbDbDbDaDcDcDcDcDcDcDcCcDcCcCcCbCcCcCbCcCcCbDbDbCbCbCbCbCbCbC(

(c) ScanMatch represents a scanpath as a sequence of double-letters. A fifty-second
sequence including 200 double-letters is shown.
Figure 6.2: A grid divides the image into ROIs.
All of a viewer’s saccadic
transitions from one ROI to another can be expressed as either
a transition matrix (StateMatch), or a string sequence consisting of
double-letters (ScanMatch).
J(θ) is a non-convex function, i.e., by finding a local minimum, it is not guaranteed that
the algorithm has converged to the global minimum of the cost. Finding the global cost
minimum requires a lot of training instances, especially since multiple parameters need
fitting. Thus, a simpler approach is employed: The parameters are analyzed one by one,
starting with a reasonable choice of parameters in an order that regards the most crucial
decisions first. To be able to compare the results easily, the parameters are evaluated
without performing a dimensionality reduction (SVD), i.e., the results can be compared
independently of the number of latent dimensions k. For the following parameters, the
best parameter settings that have been found so far are utilized. This process is repeated
until all parameters have been fit.
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6.3.1 Most Important Features
The choice of feature dimensions that contribute to the developed technique is a crucial
decision. In Section 3.5, all the considered features have been introduced: location,
angle, distance, and duration (cf. Table 6.2). To see how well certain combinations of
feature dimensions perform, the same algorithm is executed on all possible combinations.
The performance in terms of prediction accuracy for each combination is shown in
Figure 6.3.
Feature
Location

Abbreviation
l

Description
The position of fixations in the image

Angle

a

The direction of saccades

Distance

d

The length of saccades

Duration

t

The amount of time that fixations last

Measuring feature
combinations

Table 6.2: Feature dimensions and abbreviations (used in Figure 6.3) that the proposed
method considers

Figure 6.3: Including diﬀerent combinations of features influences the prediction
accuracy.
The measurements were executed performing the binary
classification experiment using the cultural bias dataset. The feature names
are abbreviated: l = location, a = angle, d = distance, and t = duration
Among the combinations containing only one feature, which are shown in the four
leftmost columns of Figure 6.3, the location is the best predictor. The duration and
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distance can both improve the performance that is reached by taking into account the
location only. The angle of saccades does not increase the accuracy of the prediction.
For this reason, in the following, we only employ the most promising features: location,
distance, and duration.
6.3.2 Temporal Binning
In the following, we evaluate whether temporal binning, discretization, and binarization
are useful for a reliable prediction. Figure 6.4 shows the performance of the diﬀerent
VecMatch configurations. The first column represents the approach without temporal
binning, which uses a list of fixations, i.e., the i’th fixation of a scanpath is compared
against the i’th fixation of other scanpaths. The second column represents the approach
that uses temporal binning. A period of time is represented by a temporal bin containing
features (cf. Section 5.1.1). Therefore, temporal binning ensures that eye movements
at similar times are compared against each other. According to the measurements,
temporal binning improves the prediction accuracy. This result indicates that it is
useful to compare eye movements that occur in the same time period. As mentioned
in [DNJ+ 12], the elapsed time, since the start of the task, is important, as the viewer’s
behavior changes while performing a visual task.

Figure 6.4: Influence of temporal binning, discretization, and binarization on the
prediction accuracy. The measurements were executed performing the binary
classification experiment using the cultural bias dataset.

46

Temporal binning
is useful

6 Experiments and Evaluation
The bin width wbin and the number N of temporal bins are two parameters belonging to
the binning step. Despite being diﬀerent for ScanMatch and StateMatch, we found that
wbin = 25 ms yields good results for VecMatch. Since we assume that the important
aspects, diﬀering between users, occur in this time period, we choose N such that N ·
wbin = 50 s for the art expertise dataset. The cultural bias dataset contains short
scanpaths, therefore we aim to incorporate the entire eye movements sequence, so that
N = 36. A larger quantity of narrower bins and fewer wider bins have yielded worse
results, with respect to prediction accuracy.

Number of
temporal bins and
bin width

6.3.3 Feature Discretization
A feature value is associated with a bucket. This method has been introduced as
a discretization step in Section 5.1.2. According to the third column in Figure 6.4,
discretization improves the prediction accuracy. It is, therefore, used throughout the
rest of the evaluation.

Discretization is
useful

We further investigate the parameters that are used for a feature f : minf , maxf , and
nf . For the location, minlocation and maxlocation are given by the resolution of the image.
According to [CMTG10], the number of buckets nlocation should be chosen such that the
algorithm is able “to align only regions that are within the variability of saccade landing”.
Therefore, the authors define the bucket width “as 2 standard deviations of all the
saccade amplitudes in a particular experiment from which the sequences are compared”.
The parameters minf and maxf for the other employed features f ∈ {distance, duration}
are chosen according to the values frequently appearing in the data. nf has been
evaluated on the prediction accuracy that was measured for the diﬀerent settings of
nf . The resulting choice of parameters is presented in Table 6.3.

Parameters minf
and maxf , nf

feature f
x (location)

minf
0

maxf
image width

nf
10

y (location)

0

image height

7

distance

0 px

600 px

20

duration

0 ms

300 ms

8

Table 6.3: Parameters used for the feature discretization: lower bound minf , upper
bound maxf , and number of buckets nf
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6.3.4 Binarization
The binarization of features is regarded aiming for bit combinations between features
that could help to predict the label. For instance, the combination of the highest
bit of the x-coordinate and the highest bit of the y-coordinate describe the general
quarter of the image. However, as shown in the last column of Figure 6.4, binarization
does not improve the classification accuracy and is, therefore, omitted in the following
experiments.

Binarization
omitted

6.3.5 Comparison with Machine Learning Classifiers
Until this point, every reported comparison has been performed using the mean of cosine
similarities s(u, G) between a user u and a group G, which has been presented in
Section 5.3.1. Other ways of comparison have been introduced in Section 5.3.2. The
prediction accuracy of these techniques is shown in Figure 6.5. While the SVM and the
1-nearest neighbor perform well, the mean of cosine similarities yields the best results
predicting the class label.

Figure 6.5: The prediction accuracy diﬀers according to the employed machine learning
techniques. The three rightmost columns used the k-nearest neighbor (k-NN)
algorithm with diﬀerent parameter choices for k. The measurements were
executed performing the binary classification experiment using the cultural
bias dataset.
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6.3.6 Number of Latent Dimensions
Until now, we have chosen not to perform an SVD to simplify the parameter adjustments
and to work with the original features instead. When performing the SVD, diﬀerent
numbers k of latent dimensions are examined. Figure 6.6 shows the prediction accuracy
for diﬀerent choices of k. There is no evident trend indicating which choice for k is
the most appropriate. Although the prediction accuracy is not improved, the SVD
transforms the data into a smaller representation, which makes comparisons more
eﬃcient. For the comparison, we choose not to include the dimensionality reduction.
However, we report the prediction accuracies for k = 2 and k = 20.

Number k of
eigenvectors
considered

Figure 6.6: The number of latent dimensions influences the prediction accuracy of
VecMatch.
The measurements were executed performing the binary
classification experiment using the cultural bias dataset. The horizontal line
shows the performance of the random classifier. The diamond-shaped marker
in the right indicates the performance reached without using SVD working
with the original features.
The parameters found in this section have been evaluated on the cultural bias dataset
for the binary classification experiment. This work makes the assumption that the
configuration is also well suited for the art expertise dataset because the viewers’ task
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was almost identical. Furthermore, it is assumed that the configuration found is also
appropriate for making predictions in the user recognition experiment.

6.4 Performance Evaluation
The procedure of this evaluation is as follows: VecMatch, StateMatch, and ScanMatch
are compared against a random classifier. Section 6.4.1 states the hypotheses resulting
from the proposed research questions. Subsequently, Section 6.4.2 presents the results
and compares the techniques.
6.4.1 Test Hypotheses
The selected test hypotheses are as follows:
A) Binary Classification for Art Expertise Dataset
Given the two groups of art experts and laymen, the proposed techniques yield
a higher probability of predicting the correct group label for a scanpath than
a random classifier would do. Since both groups are equally large, the random
classifier has a 50% chance of predicting the correct group.
B) Binary Classification for Cultural Bias Dataset
Given the two groups—viewers who use condition 1 and those who use condition
4—we have a higher probability of predicting the correct group for a scanpath
than a random classifier yields. Since both groups are not exactly equally large,
the random classifier predicts correctly with a probability that is higher than 50%.
C) User Recognition for Art Expertise Dataset
Given the two groups—viewers that use condition 1 and viewers that use condition
4—the proposed methods have a higher probability of predicting the correct group
for a scanpath than the random classifier yields. Since both groups are not exactly
equally large, the random classifier predicts correctly with a probability that is
higher than 50%.
In all the three cases, the hypothesis is as follows: The proposed method has a higher
probability of predicting the correct class than the random classifier. This hypothesis is
analyzed for each of the two proposed techniques: StateMatch and VecMatch. Formally
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the test problem is:

Hypothesis H: p ≤ pRandomClassif ier

Alternative K: p > pRandomClassif ier
p is the probability that the developed method VecMatch predicts the class correctly.
We test the same hypothesis by using StateMatch, instead. pRandomClassif ier is the
probability that the random classifier predicts the class correctly. User recognition for
cultural bias dataset is not useful, because the scanpaths of this dataset are rather short.
Yet, the results are listed for completeness.
For each test user, a prediction is made. This can be seen as drawing samples from a
multinomial distribution. Therefore, binomial tests are run. The significance level 0.05
is used. Since multiple hypothesis (six in total) are tested, Bonferroni correction is used
for compensation.

Statistical
instruments for
result evaluation

6.4.2 Results
Experiment
Dataset
Random Classifier

Binary Classification
Art
Cultural
expertise
bias
dataset
dataset
0.5
0.54

User Recognition
Art
Cultural
expertise
bias
dataset
dataset
0.025
0.021

StateMatchP rob

0.45

0.534

0.125

0.058

StateMatchEV

0.6

0.524

0.113

0.042

ScanMatch

0.775

0.603

0.025

0.053

VecMatch (k=2)

0.475

0.409

0.088

0.008

VecMatch (k=20)

0.525

0.613

0.05

0.017

VecMatch (without SVD)

0.475

0.646

0.05

0.006

Table 6.4: All the regarded classifiers yield diﬀerent prediction accuracies for both
experiments: binary classification and user recognition. The measurements
are obtained using either the art expertise dataset or the cultural bias dataset.
Accuracy expresses the number of users that are predicted correctly. We compare only
those scanpaths that have been generated by the same input, in the considered case,
the same painting. The results are shown in Table 6.4. The tests are performed with
StateMatchP rob and VecMatch without SVD. With respect to the three hypotheses
stated above, the test problems yield the following results:

51

Evaluation of test
hypotheses

6 Experiments and Evaluation
A) VecMatch and StateMatch do not perform significantly better than the random
classifier. However, ScanMatch performs significantly better than the random
classifier (p < 0.001).
B) VecMatch performs significantly better than the random classifier (p < 0.01).
StateMatch does not perform better than the randomly guessing. ScanMatch
performs better than the random classifier. However, this result is not statistically
significant (p > 0.01).
C) Although VecMatch performs better, the diﬀerence is statistically not
significant (p > 0.01). However, StateMatch performs significantly better than
the random classifier (p < 10−5 ).
In this section, the developed techniques—StateMatch and VecMatch—have been
evaluated. In the beginning, we have tried to find the configuration of parameters
that work best. While StateMatch performs well in the user recognition experiment,
VecMatch is well suited for the binary classification.
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We have shown that we can classify users of diﬀerent groups with certain accuracy for
certain applications: The reading direction, as well as the art expertise of a person can
be predicted. Given the progress in research, the accuracy for this kind of prediction
may get even better. For instance, in a museum, given that there are eye trackers that
work contact free, it would be possible to track the visitors’ eye movements. What would
happen, if a machine could tell that a visitor is biased to observing from right to left,
or, if it could tell whether a person is an art expert? What does it mean, if someone can
tell that a viewer does not have experience in art, or worse still, that the viewer does
not understand the painter’s intension? Although the technical capabilities are not that
far yet, consequences of such applications have to be discussed. On the one hand, such
scanpath analyses might be advantageous to help users to develop better visual behaviors
to compensate a visual defect. On the other hand, it may be frightening to know that a
machine would judge about the comprehension of a human. Some people may either look
at art for creative input without being interested in the painter’s intension, or do not
want to be observed by a camera system. That is why a classification is not necessarily
desirable for all applications.

Future application
scenario

The presented methods have been applied to static scenes showing artwork. It has not
been evaluated whether they can make useful predictions for dynamic scenes, as well.
Although probable, this work cannot ensure that the proposed techniques can be used
successfully for other visual stimuli than paintings.

Applicability to
other areas

Although parameters for a configuration of VecMatch and StateMatch have been found, a
closer investigation could attempt to improve them, especially with more data. Using the
cosine similarity for comparing scanpaths, all of the features are taken into account. The
model selection is conducted manually. Having more data, machine learning algorithms,
such as the ones presented in Section 5.3.2 may perform better, because they are able to
weigh features according to their relevance to the dependent variable, which cannot be
done via the mean of cosine similarities. This thesis uses only a few existing techniques,
such as ScanMatch, to compare the datasets. Future work has to employ other promising
techniques from literature to be able to compare them for the same datasets.

Improvement of
classification
results

Apart from performing the outlined approaches to improve the accuracy, modifications
of the technique can be evaluated. The presented approaches divide the image into a
grid of ROIs. However, these ROIs are not intended to relate to the image contents. In
contrast, by dividing the image into semantic image regions, the presented models would
capture transitions between specific areas that the viewer would deliberately perform.
In [LKS13], the authors use k-means clustering of the fixation locations of all the users
combined to find semantic areas. The downside of this method is that the parameter k
has to be chosen beforehand. Alternatively, computer vision techniques could be used

Semantic image
areas
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to divide the image into meaningful areas. In [DM01], color quantization and spacial
segmentation is performed to identify regions.
StateMatch yields good predictions for the user recognition experiment. Many
techniques argue that the integration of multiple feature dimensions is useful, instead
of only relying on the location [DNJ+ 12], [PSF95]. Instead of the two-dimensional
location matrix, a four-dimensional location-distance-duration matrix could be created
to represent all these dimensions. However, this method would require a lot of data to
populate additional cells.

StateMatch with
four dimensions

Another problem of StateMatch is self-transitions, which are transitions where the target
state is the same as the source state. Figure 6.2(b) shows the transition matrix.
The elements on the diagonal are often visited, which shows that most transitions
are self-transitions; a fact that is noticeable looking at subsequent reoccurrences of
double-letters in the string-sequence (cf. Figure 6.2(c)). They are assigned high
probability scores. According to the developed technique StateMatch (Prob), a user
performing a lot of self-transitions is more likely to resemble another scanpath than a
user performing fewer self-transitions. Future work could try to exclude self-transition
or normalize the matrix in a way that self-transitions are equally likely as other
transitions.

Self-transitions
bias

The developed techniques analyze scanpaths in a supervised fashion. In contrast,
unsupervised learning could be used to find groups of scanpaths in unlabeled data.
So far, we have analyzed only two diﬀerent aspects of the data given by the label: the
art expertise and the cultural bias. Clusters identified by unsupervised can characterize
additional aspects of the scanpaths. However, the characteristics can be latent. A
future analysis could modify the developed approaches, so that they can be used for
unsupervised learning. One hierarchical approach is agglomerative clustering. From all
instances, the pair (u, v) of instances with the maximal similarity s(u, v) is identified.

Unsupervised
learning

Diﬀerent types of techniques achieve good results in diﬀerent experiments, as in the
case of VecMatch and StateMatch. This result shows that each of them has its own
advantages, which is why a combination of them might be helpful, as well. For instance,
although VecMatch is a vector-based method performing an element-wise comparison,
it could be re-formulated as a string comparison algorithm. Rather than only predicting
one class for an instance, a probabilistic classifier could be employed. Such a technique
predicts the probability distribution for each possible outcome. Since the mean of the
cosine similarities can provide the similarity s(u, G) of a scanpath u to a group, this
technique can be modified into a probabilistic classifier. Since StateMatch regards the
probabilities P (b|T ) (cf. Section 4.2.1), it can also be modified and applied to work
as a probabilistic classifier. By weighing, probability scores of diﬀerent probabilistic
classifiers can be combined easily.

Combination of
methods
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8 Conclusion
Visual search processes are analyzed in a supervised fashion through scanpaths, which
are a sequence of eye movements consisting of fixations and saccades. The underlying
assumption is that the similarity between scanpaths correlates with the similarity
of the cognitive processes of the viewers. We have presented diﬀerent approaches
for the representation of visual search patterns of a user. We describe the data
processing steps used in transforming the eye-tracking data into a clean, comparable
format. Subsequently, comparison techniques aim to classify the scanpaths as means
of categorizing users according to patterns in their scanpaths. In contrast to prior
work, this thesis aims to better incorporate information regarding the sequential order
of fixations.
During evaluation, we have found that the developed techniques are useful to classify
viewers. Although the predictions do not ensure certainty, we have also shown that
a user’s scanpath is characteristic, i.e., the user can be recognized among others. We
expect those findings to generalize across other applications, yet an extensive analysis is
needed to verify this assumption. The developed techniques have been compared against
a baseline of state-of-the-art methods.
Technical progress in eye tracking provides a new potential for eye movement analysis.
In spite of that, there are only few out of potentially many fields that have been studied
using automatic scanpath analysis. This master’s thesis has presented new concepts on
how scanpaths can be compared automatically. Prior work has hypothesized that there
are diﬀerences in the visual behavior between experts and laymen who are observing
a painting. Another work has postulated that there are diﬀerences between the way
a viewer sees an image—either in the original or in the mirrored version—due to a
cultural bias. This works gives evidence for the existing diﬀerences within these two
applications.
By analyzing the visual search behavior, we can learn about the cognitive processes.
This master’s thesis aims to foster the understanding of these processes using techniques
from data mining, machine learning, and probabilistic reasoning. We hope that this
work assures others that these developed techniques are useful to apply.
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